Unpacking Teacher Professional Development

By PRASHANT LOYALKA, ANNA POPOVA, GUIRONG LI, CHENGFANG LIU, AND HENRY SHI*

April 16, 2017

Despite massive investments in teacher professional development (PD) programs in developing countries, there is little evidence on their effectiveness. We present the results of a large-scale, randomized evaluation of a high-profile PD program in China, in which teachers were randomized to receive PD; PD plus follow-up; PD plus evaluation of their command of the PD content; or no PD. Precise estimates indicate that PD and associated interventions failed to improve teacher and student outcomes. A detailed analysis of the causal chain shows teachers find PD content to be overly theoretical, and PD delivery too rote and passive, to be useful.

Keywords: Teacher Quality, Professional Development, Follow-up, Evaluation, Randomized Trial, Developing Countries

JEL Codes: I24, O15, J33, M52

* Loyalka: Graduate School Stanford University, E413 Encina Hall, Stanford, CA 94305 (loyalka@stanford.edu), Popova: Graduate School of Education, Stanford University, 69 Cubberley 485 Lasuen Mall, Stanford, CA 94305 (apopova@stanford.edu) , Li: Institute for Educational Sciences, Henan University, Kaifeng, Henan, 475001 (guirong1965@163.com), Liu: Peking University, School of Agricultural Economics, Beijing, China 100871 (cfliu.ccap@pku.edu.cn), Shi: Stanford University, 425 Lasuen Mall, Stanford, CA 94305
Corresponding Author: Li. We would like to thank David Evans, Rob Fairlie, Erik Hanushek, Scott Rozelle, and Sean Sylvia for helpful comments on an earlier version of the manuscript.
Student achievement levels and gains are alarmingly low in developing countries (Kingdon, 2007; Das & Zajonc, 2010; Freeman et al., 2010; Glewwe & Muralidharan, 2015; UNESCO, 2015). Researchers have attributed these low levels of learning to a number of factors such as poor nutrition and health (Soemantri, Pollitt, & Kim, 1985; Soemantri, 1989; Luo et al., 2012; Kleiman-Weiner et al., 2013), insufficient educational inputs at home (Glewwe & Kremer, 2006; Glewwe & Miguel, 2008), as well as a lack of incentives to teach (Muralidharan & Sundararaman, 2011; Loyalka et al., 2016) and learn (Kremer et al., 2009).

Raising teacher quality has been shown to be one of the most important ways that educators can improve the learning of poorly performing students. Teacher quality, in both developing and developed countries, has consistently been shown to be closely associated with improvements in student learning (Rockoff, 2004; Hanushek & Rivkin, 2010; Chetty et al., 2014; Bruns & Luque, 2015). For example, the difference between a high and low quality teacher amounts to a difference of 0.3 standard deviations (SDs) on standardized tests in secondary school in Chile (MINEDUC, 2009) and to a full year of student learning in the United States (Hanushek & Rivkin, 2010). Teacher quality has also been shown to significantly improve long-term outcomes such as college graduation rates and adult salaries (Chetty et al., 2014).

Unfortunately, researchers have found that a large proportion of teachers in developing countries are ill-prepared for teaching (Villegas-Reimers, 1998; Ball, 2000). Teachers lack the requisite knowledge and skills to improve student achievement (Berhman et al., 1997; Behrman et al., 2008; Bruns & Luque, 2015; Tandon and Fukao, 2016; Bold et al., 2017). Despite sometimes high levels of formal education among teachers in developing countries, many exhibit weak cognitive skills and ineffective classroom practice. For example, across three Latin American countries, fewer than 3 percent of teachers score in the range considered excellent on tests of content mastery, and in no country do teachers engage the entire class more than 25 percent of the time (Bruns & Luque, 2015). In six African countries, only 10 percent of teachers score above the minimum for general pedagogical knowledge, and only 12 percent of teachers can comment on the learning progression of their students (Bold et al., 2017). Finally, in Cambodia, teachers score only slightly above ninth grade students in mathematics and score very low on tests of pedagogical content knowledge (Tandon and Fukao, 2015).

Aware of the role that high teacher quality can play in improving student learning outcomes, policymakers from developing countries have, like their counterparts in developed countries,
established teacher professional development (PD) programs (Cobb, 1999; Villegas-Reimers, 2003; Vegas, 2007). The aim of PD programs is to help existing teachers gain subject-specific knowledge and skills (Dadds, 2001), use appropriate instructional practices (Darling-Hammond & McLaughlin, 1995; Schifter et al., 1999), develop positive attitudes and values, and ultimately improve student learning (Villegas-Reimers, 2003). Since subject-specific knowledge and skills (Hill et al., 2005; Metzler & Woessman, 2011; Shepard, 2015; Bold et al., 2017), appropriate instructional practices (Rowan et al., 2002; Hiebert & Grouws, 2007), and positive changes in values and attitudes (Stern & Shavelson, 1983; Fang, 1996) have strong positive associations with student achievement in developing countries, the policy to promote teacher PD appears to have a strong logical basis.

There are at least four reasons, however, why teacher PD programs may fail to improve teacher and student outcomes. First, the content of PD programs themselves may be of low quality and/or not relevant to the practical concerns of teachers (Castro, 1991; Subirats & Nogales, 1989). Second, while the content may be appropriate, the delivery of PD programs may be ineffective (Villegas-Reimers, 1998; Villegas-Reimers, 2003). Third, teachers that go through PD programs may fail to implement what they learned in the programs due to insufficient follow-up (Cohen, 1990; Lieberman, 1994; Corcoran, 1995; Guskey, 1995; Schifter, Russell, & Bastable 1999, p. 30; Dudzinski, 2000; Ganser 2000; Villegas-Reimers, 2003). In other words, teachers may learn knowledge and skills during an initial set of training sessions but require follow-up to reinforce this learning and translate it into practice. Fourth, even if teachers are able to acquire knowledge and skills from teacher PD programs, they may fail to hold trainees accountable for improving their teaching habits (Subirats & Nogales, 1989; Braslavsky & Birgin, 1992). In other words, teachers may require a combination of incentives, evaluation and feedback to ensure they put what they learned in PD programs into practice (Guskey, 1995). Taken together, these potential weaknesses in the design and implementation of teacher PD programs, may undermine impacts on teaching and learning. Since teacher PD programs further require teachers, school administrators and policymakers to substitute time and resources away from students, they may even lead to negative impacts.

The effectiveness of teacher PD is thus an empirical question. Evidence from high-income countries generally shows that teacher PD is effective at improving student achievement and points towards PD that includes detailed instructions on implementation, follow-up support, and
significant contact hours, as being more effective at raising student test scores (Yoon et al., 2007; Fryer, 2016). However, there is considerable variation in effect sizes across programs, with some program evaluations even showing negative effects. Moreover, there is substantial variation in the quality of studies from which these results are drawn.\(^1\)

Evidence from developing countries is yet more limited. Despite the importance that is being placed on PD and the fact that billions of dollars and billions of teacher hours are being invested in PD programs each year, evidence on the effectiveness of the programs is lacking (OECD, 2009; Bruns & Luque, 2015).\(^2\) In fact, the limitations of the empirical evidence on the effectiveness of PD programs are threefold. First, there have been almost no large-scale randomized evaluations of teacher PD programs on student achievement in developing countries.\(^3\) Second, to the best of our knowledge, there are few large-scale randomized evaluations in developed or developing countries that examine whether specific design features of teacher PD programs such as post-training follow-up and evaluation are effective. Finally, few randomized evaluations from either developed or developing countries have systematically studied the causal pathway through which teacher PD programs impact, or fail to impact, teacher and student outcomes.\(^4\) The absence of rigorous evidence along these dimensions hampers the ability of policymakers to effectively invest in teacher PD programs (as well as determine how

---

\(^1\) For example, a recent review of PD in mathematics identified over 600 studies of math PD interventions, of which only five were high-quality randomized control trials (Gersten et al., 2014). Another recent U.S.-focused review of PD more broadly identified 1,300 PD studies, of which only nine had pre- and post-test data and a control group (Yoon et al., 2007). These experimental studies drew on small samples of only 5 to 44 teachers, and the PD programs they evaluated were implemented by the individuals who developed them, limiting their policy-relevance (Garet et al., 2011). Even the most rigorous developed country evaluations seem to have limited statistical power. For example, an experimental evaluation by the U.S. Department of Education comparing PD and PD plus coaching for early reading instruction found no significant impacts on student achievement (Garet et al., 2008). However, with only 30 schools in each treatment group, its power to test for design contrasts was limited. Their experimental evaluation of a middle school mathematics PD program also found no significant learning impacts after two years, but the finding was based on a sample of just 92 teachers (Garet et al., 2011).

\(^2\) For example, between 2007 and 2016, Indonesia's national government allocated approximately 2.7 billion dollars (USD) to its Teacher Upgrading and Certification program (Jalal et al., 2009). Between 2012 and 2017, India's national government allocated approximately 1.2 billion USD to teacher PD programs (Government of India, 2011). In addition to these direct costs at the national level, local governments also spend considerable funds on teacher PD. Moreover, 63% of World Bank Education projects between 2000 and 2012 included professional development to support teachers (Popova et al., 2016). Finally, the indirect, opportunity costs of teacher PD are staggering. For example, teachers in Mexico spent an average of 34 days in teacher PD over 18 months (OECD, 2009).

\(^3\) The only exception in a developing country context is Yoshikawa et al. (2015) who use a cluster randomized design to assess the impacts of a pilot PD program for early childhood education teachers in 64 schools in Chile. Yoshikawa et al. find moderate impacts on emotional and instructional support and classroom organization, but no impacts on student outcomes.

\(^4\) Three unpublished randomized evaluations conducted by the Institute of Education Sciences (IES) have studied the causal mechanisms driving impacts of teacher PD on student learning in reading and math across various grades in the U.S. (Garet et al., 2008, 2010, 2016).
much to invest) and improve the quality of education systems.

Given these knowledge gaps, the overall purpose of this paper is to evaluate the impact of teacher PD on a wide range of teacher and student outcomes in a developing country context. We not only aim to examine the effectiveness of teacher PD but also the effectiveness of additional interventions such as post-training follow-up and evaluation that may increase the impact of PD. As secondary objectives, we endeavor to understand which types of students and teachers are impacted by teacher PD programs and why teacher PD programs may or may not be effective. Since one of the major purposes of teacher PD programs in developing countries is to create a core group of teachers that can influence the teaching practices of other teachers (Gu, 1990; Darling-Hammond, Bullmaster, & Cobb, 1995; Cochran-Smith & Lytle, 1999; Berry, 2011; Zepeda, 2011), we also examine the degree to which PD programs have positive spillovers on peer teachers and students.\(^5\)

To fulfill these goals, we conducted a large randomized evaluation of China’s flagship national teacher PD program (guojiaji peixun jihua or guopei for short) and two accompanying post-training interventions that are believed to strengthen the impact of teacher PD. The post-training interventions consisted of: (a) continuous follow-up with trainees, alerting them of online supplementary materials, assignments, and progress reports through text messages and phone calls; and (b) an evaluation of how much trainees recalled from the PD program. Altogether we collected survey data on 600 teachers and 33,492 students in 300 schools as well as extensive observational and interview data from a large number of teachers, their PD sessions, and their classrooms.

We present five main sets of results. First, we find that neither teacher PD alone nor teacher PD with follow-up and/or evaluation have significant impacts on achievement after one year. Second, we find virtually no impacts on a wide range of secondary outcomes that would suggest impacts on student achievement could arise in the longer term. For example, no combination of PD with or without post-training follow-up or evaluation has significant impacts on subject-specific psychological factors among students, such as math anxiety or motivation, or on time spent on math. Nor does any combination of teacher PD with or without post-training follow-up or evaluation have any significant impact on teacher knowledge, attitudes, or teaching practices.

\(^5\) Positive spillovers may be likely in countries such as China where teachers have frequent opportunities to interact and observe each other teaching in professional learning communities at schools (Sargent, 2015). This is especially true in rural schools where the number of teachers is small.
As such, it is unlikely that the lack of impact on student achievement is due to the length of our evaluation timeframe. Third, and unsurprisingly given the absence of direct effects, we find no spillover effects of PD on students whose teachers did not receive PD. Fourth, using qualitative and quantitative data to further explore mechanisms, we identify two major reasons for the lack of impacts: (a) the content of PD is overly theoretical and hard for teachers to implement; (b) the delivery of PD content is rote and passive, making it difficult for teachers to remember and relate to.

Finally, we consider heterogeneous effects. Our findings suggest that the effects of teacher PD and post-training components may vary by teacher but not student characteristics. Specifically, PD at times has small, positive and marginally significant impacts on the achievement levels of students taught by less qualified teachers (as defined by not having a degree in the subject they are teaching and not having a college degree). On the flip side, PD has larger, negative and significant effects on the achievement levels of students taught by more qualified teachers. In other words, even low-quality PD may slightly help the least qualified teachers, but for more qualified teachers, the net effect of being out of the classroom more is ultimately negative.

Taken together, our findings present a cautionary tale about the ability of large-scale teacher PD programs to improve teaching and learning in developing countries. When the content and delivery of PD is overly theoretical, adding design features such as follow-up or evaluation does little to improve its effectiveness. At best, heterogeneous responses to treatment from different teachers suggest that teacher PD programs may need to move beyond one-size-fits-all approaches. Our sample is large enough and sufficiently powered to identify even small effects, meaning the null findings should be taken seriously.

The rest of the paper proceeds as follows. Section II presents experimental design and data. Section III discusses the results, and Section IV concludes.

**Experimental Design & Data**

**A. Sample**

The study was conducted in Henan province in central China, in collaboration with the Provincial Department of Education. Henan is a lower income province, ranking 24 out of 31 provinces in terms of income per capita (NBS, 2015). It has a large population size of 94 million persons—if it were a country, it would rank it as the fourteenth largest in the world (NBS, 2011).
The Henan Provincial Department of Education provided a representative list of 300 rural junior high schools from 94 (out of 159) counties across the province and one grade 7-9 math teacher from each school to participate in the study. We surveyed one class of students taught by each of these “primary sample” teachers. If the primary sample teacher taught more than one class of students, we randomly selected one class to be enrolled in the survey. Altogether, this primary sample consisted of 300 teachers (of which 121 teachers taught grade 7; 109 teachers taught grade 8; and 70 teachers taught grade 9) and 16,661 students.

To measure potential spillover effects from the teacher PD program, we also sampled an additional grade 7-9 math teacher and corresponding class of students within each of the 300 sample schools. Since many of the schools only had one math teacher per grade, the spillover math teacher and class were chosen from a different grade. In particular, if the primary sample teacher in a particular school was in grade 7, we randomly sampled an additional teacher and one of their classes from grade 8; if the primary sample teacher was in grade 8, we randomly sampled an additional teacher and one of their classes from grade 7; if the primary sample teacher was in grade 9, we randomly sampled an additional teacher and one of their classes from grade 7. If the secondary sample teacher taught more than one class of students, we randomly selected one class to be enrolled in the survey. Altogether, this yielded an overall sample of 600 junior high math teachers and 33,580 students selected to participate in the study.

B. Randomization and stratification

To estimate the impact of teacher PD and post-training interventions, we conducted a two-stage cluster-randomized trial (Figure 1). In the first stage, the 300 schools in the study were randomized, within six different blocks, to one of three treatment conditions: control or “no teacher PD” (treatment arm A in Figure 1); “teacher PD only” (treatment arm B in Figure 1); and “teacher PD plus follow-up” (treatment arm C in Figure 1). Schools were equally distributed

---

6 Rural schools were chosen in light of the National Teacher Training Program’s focus on raising teacher quality in rural regions (MOE, 2010), where school completion rates and student achievement levels are significantly lower than in urban areas (Loyalka et al., 2015; Shi et al., 2015).

7 Since most rural junior high schools have only one math teacher per grade, and these math teachers frequently meet together in professional learning communities at the school-level (Sargent, 2015), spillovers would likely occur across any of the three grades.

8 We randomized schools within blocks to increase statistical power. The blocks were defined by grade (grade 7, 8 or 9) and which of two agencies implemented the NTTP (yielding six blocks in total). Provincial governments in China are required to choose a small number of agencies to implement the NTTP. Agencies are chosen through a formal and rigorous bidding process. The agencies that are chosen to implement the training are from leading
schools of education at the top universities within the province. We take this randomization procedure into account in our analysis by controlling for block fixed effects (Bruhn and McKenzie, 2009).

9 When the number of schools in a block was not divisible by three, we randomly allocated the remainder schools to one of the three treatment conditions. Taken together, the blocking plus randomization procedure ensured that the 300 schools in our sample had an equal probability of being assigned to one of the three treatment conditions within each block.

10 Power calculations conducted using Optimal Design (Spybrook et al., 2009) indicate that with a pre-test intraclass correlation coefficient of =0.16, R²=0.48, beta = 0.8, at least 40 students per class, and 100 schools per treatment arm, we have the power to detect a minimum detectable effect size of 0.13 SDs at the 5 percent significance level and 0.11 SDs at the 10 percent level.

11 Roughly three-fourths of China’s school-aged population comes from rural areas (NBS, 2010), yet students in rural areas are falling far behind their urban peers on key educational outcomes. For example, while the vast majority of urban children finish high school, only 37 percent of rural children do (Shi et al., 2015). The achievement levels of rural students are also significantly lower than that of their urban peers (Loyalka et al., 2015).

12 Beyond the NTTP, there are many other teacher PD programs that are run by local governments. As the nation’s flagship program, the NTTP involves much higher expenditures per teacher and greater prestige for participation than these local teacher PD programs.
supplemental online PD.

In regards to the in-person PD, teachers participated in a 15-day training at a centralized location in November 2015. The first two days consisted of an opening ceremony as well as an introduction and orientation to the PD program. The next 13 days consisted of morning and afternoon PD sessions of about 3 hours each. According to an analysis of syllabi and materials and daily observations of the PD sessions (conducted by our survey enumerators), the content of the PD sessions largely followed guidelines set by the Ministry of Education. The guidelines asked providers to focus on improving teacher math knowledge, pedagogy, ethics, personal growth, and classroom management strategies.

Expert trainers from university schools of education, local government bureaus of education, and math teachers from junior high schools led the PD sessions. The trainers had flexibility in deciding the format and style of the training. They were, for example, free to choose the manner in which to engage with trainees, increase trainee participation, and provide opportunities for trainee practice.

After finishing the in-person PD, trainees were able to access the online PD program. Trainees were told they could log on to an online platform at any time to peruse extra PD materials (additional slide presentations, videos, and references to other resources). Trainees could also use the online platform to communicate with trainers and other trainees, especially to share teaching resources and discuss the application of the PD content to their classrooms. Finally, trainees were asked to turn in three short essay assignments through the online platform: (a) a brief bio; (b) a summary of one topic area covered in the PD program; and (c) an overall reflection on the PD program.

_Treatment 2: Post-Training Follow-up_

Policymakers in China also emphasize the importance of regular and consistent follow-up after the in-person teacher PD sessions. Training providers conducted the follow-up through mobile text messages and phone calls. Trainees were asked to confirm the receipt of the text messages and reply with comments and questions if desired. If a trainee failed to confirm receipt of the text message within 24 hours, the training provider called the trainee to confirm he or she had received the message.

Trainees were sent two types of messages. The first type alerted them to the existence of new, supplementary materials/assignments on the online platform. The second type provided progress
reports about how much trainees had been using the online platform, the tasks they still needed to fulfill, and further encouragement to utilize the online platform. Taken together, trainees in the post-training follow-up treatment arm received about 3 messages per month.

*Treatment 3: Post-Training Evaluation*

Immediately after finishing the in-service PD, trainees in the post-training evaluation treatment condition were informed that they would have to participate in an evaluation that was to be conducted at their school in two months (in January 2016, just before the midline survey). As part of the evaluation, trainees would be asked to prepare and give a 20 minute lesson plan about how they would teach students a particular math topic of their choice. The lesson was to reflect what trainees learned from the in-person PD. Teachers would then field 5-10 minutes of questions from invitees: the school principal, other math teachers in the school, and two trained evaluators. Teachers were told that if they received a low score on the evaluation, they would not receive a completion certificate for the PD program.¹³

The evaluations were conducted according to a standardized rubric. Trainees’ performance was graded separately by two evaluators, and they received points for lesson content, pedagogy, and style of delivery, especially to the degree they reflected what was learned in the on-site training. The average of the two evaluators’ assessments was taken and given as feedback to the trainee.

*Data collection*

Data collection took place in four stages: (a) administrative data collection to inform the randomization; (b) a baseline survey in October 2015; (c) a midline survey in January 2016; and (d) an endline survey in May 2016.

*Administrative Data.* In the first stage, at the beginning of the academic year in October 2015, we obtained administrative data on teacher and school characteristics. Specifically, we obtained data on teacher gender, age, education level, ranking, years of experience, whether the teacher was a homeroom teacher or held an administrative position, and the number of math students they taught. We also obtained data on whether the school was rural or urban and on school size.

*Student Surveys.* We collected detailed survey data on students. In the baseline survey, we asked students about their basic background characteristics: age, gender, parental education levels, and possession of household assets. During the baseline, midline, and endline surveys, we

---

¹³ Teachers are incentivized to earn a certificate of completion as it is weighed in promotion decisions. Opportunities for promotion, in turn, have been found to have positive effects on teacher effort and student achievement (Karachiwalla & Park, 2017; Loyalka et al., 2015).
also asked students about their exposure to various teaching behaviors (including teacher care, classroom management, and instructional practices), their attitudes about math (math anxiety, math self-concept, instrumental motivation for math, and intrinsic motivation for math), and how much time they spent studying math each week.

**Teacher Surveys.** We collected detailed data from teachers as well. In the baseline, we asked teachers to report their gender, age, years of experience, educational level (whether they went to college, whether they obtained a degree in math), rank, whether they were a homeroom teacher or not, class size, and residential (rural or urban) permit status.

During the baseline, midline and endline surveys, we collected data on a wide range of teacher attitudes and beliefs. These included teachers’ intrinsic and prosocial motivation, their beliefs about the nature of math (the degree to which it is a series of rules and procedures; the degree to which it is a process of inquiry) and math teaching and learning (the degree to which math teaching should be directed; the degree to which math teaching should be active; as well as the degree to which students’ math abilities are fixed). The measures capture a range of teacher beliefs that are thought to be susceptible to change and which are moderately correlated with student success in math (Clark & Peterson, 1986; Fang, 1996; Kagan, 1992; Stipek et al., 2001; Thompson, 1992).

**Student Standardized Mathematics Tests.** Our primary outcome is student math achievement. Math achievement was measured at baseline, midline, and endline using 35-minute mathematics tests. The tests were grade-appropriate, tailored to the national and provincial-level mathematics curricula. Although grade-appropriate tests may present a problem in some developing countries (since the level of student learning is already low), this was not the case in our sample schools. Our math tests were vertically scaled and showed that students, on average, made substantive gains in learning within each grade. An analysis of the test results also indicates that the tests did not suffer from floor or ceiling

---

14 We measured student attitudes towards math and teaching practices using standard scales extant in the education literature. We constructed summary indices from these scales using the GLS weighting procedure described in Anderson (2008). Following this procedure, we constructed a variable \( s_{ij} \) as the weighted average of \( k \) normalized outcome variables in each group \( (y_{ijk}) \), for each individual. Each dependent variable is weighted by the sum of its row entries in the inverted covariance matrix for group \( j \), such that:

\[
\hat{s}_{ij} = (1'\Sigma_j^{-1})^{-1}(1'\Sigma_j^{-1}y_{ij})
\]

where \( 1 \) is a column vector of 1s, \( \Sigma_j^{-1} \) is the inverted covariance matrix, and \( y_{ij} \) is a column vector of all outcomes for individual \( i \) in group \( j \). We normalize each outcome by subtracting the mean and dividing by the standard deviation, such that the summary index, \( \hat{s}_{ij} \), is given in standard deviation units.

15 We measured these teacher beliefs using internationally validated scales from Laschke & Blömeke (2013). We constructed summary indices from these scales by again using the GLS weighting procedure (Anderson, 2008).
effects.

The tests were constructed by trained psychometricians using a multiple-stage process. Mathematics test items tests were first selected from standardized mathematics curricula for each grade (7, 8 and 9). The content validity of these test items was checked by multiple experts. The psychometric properties of the test were then validated using data from extensive pilot testing.

Students took the same test at baseline and midline and a different test at endline. In the analyses, we normalized each wave of mathematics achievement scores separately using the mean and distribution in the control group. Estimated effects are thus expressed in standard deviations.

*Teacher Standardized Mathematics Tests.* Teachers were given tests of math knowledge for teaching developed by researchers at the University of Michigan (Hill et al., 2005), at baseline, midline, and endline. These were similarly normalized. Estimated effects are thus also expressed in standard deviations.

E. Balance and attrition

Appendix Tables A1 and A2 present balance tests on baseline teacher and student characteristics across different treatment comparison groups. Only 2 out of a total of 65 tests show statistically significant differences between treatment conditions at the 10 percent level. Another 2 out of the 65 tests show statistically significant differences at the 5 percent level. No tests are statistically different from zero at the 1 percent level. Taken together, since the number of significant differences is smaller than that expected by random chance, the randomization appears to have been successful in creating balance in baseline teacher and student characteristics across treatment conditions.\(^{16}\)

We also assess the degree of differential attrition across trial arms. Overall, attrition rates were low with only 4.06 percent of students attriting by the midline and 7.85 percent attriting by the endline.\(^{17}\) More importantly, cross-treatment differences in baseline student characteristics among non-attriters (Rows 1-2, 7, and 10 in Table A3) are virtually identical to cross-treatment differences in baseline student characteristics among the full baseline sample (Rows 1-2, 5, and 7

\(^{16}\) Treatment groups (teacher PD only, teacher PD plus follow-up, and control) were also balanced in terms of the number and types of prior teacher PD opportunities they participated in (results omitted for the sake of brevity but available upon request).

\(^{17}\) Students and teachers were considered to have attrited if they were not present at the midline or endline surveys.
respectively in Table A2). We therefore find no evidence of differential attrition across any of our treatment comparisons.

**F. Empirical strategy**

We estimate a series of average treatment effects (ATEs). First, we compare average outcomes between (a) PD and the control group (Treatment Group B and Treatment Group A in Figure 1) and (b) PD plus post-training follow-up and the control group (Treatment Group C and Treatment Group A in Figure 1). We also estimate the ATE of the post-training follow-up intervention alone by comparing average outcomes between PD plus post-training follow-up and PD (Treatment Group B and Treatment Group C in Figure 1). Second, we compare average outcomes between PD plus post-training evaluation—conditional on whether or not the teacher also received post-training follow-up—and the control group (Treatment Group X and Treatment Group A in Figure 1). Third, we estimate the ATE of the post-training evaluation intervention alone by comparing average outcomes between PD plus post-training evaluation and PD (Treatment Group X and Treatment Group Y in Figure 1).

We estimate the ATEs using the following ordinary least squares regression model.\(^\text{19}\)

\[
Y_{ij} = \alpha_0 + \alpha_1 D_j + X_{ij}\alpha + \tau_k + \epsilon_{ij}
\]  

(1)

where \(Y_{ij}\) is the outcome of interest measured at endline for student \(i\) in school \(j\); \(D_j\) is one or more dummies indicating the treatment assignment of school \(j\); \(X_{ij}\) is a vector of baseline control variables, and \(\tau_k\) is a set of block fixed effects. In all specifications, \(X_{ij}\) includes the baseline value of the dependent variable whenever this is available. We also estimate treatment effects with an expanded set of baseline controls (we call these our “covariate-adjusted” regressions). For student-level outcomes, this expanded set of controls includes student age, student gender, parent educational attainment, a household asset index, class size, teacher gender, teacher age, teacher experience, teacher education level, a teacher certification dummy, a teacher major in math dummy, and teacher rank. For outcomes measured at the teacher level, student controls are omitted.

While we are primarily interested in estimating impacts on student achievement, we use the

---

\(^{18}\) We also find no evidence of differential attrition when we look at baseline teacher characteristics (results omitted for the sake of brevity but available upon request).

\(^{19}\) The pre-analysis plan for the analyses was written and turned into the International Initiative for Impact Evaluation (3ie) before follow-up data were collected and before any impact analyses were run.
same regression specification to estimate effects on a wide range of secondary outcomes (such as student dropout, student non-cognitive outcomes, teacher knowledge, teacher attitudes, and teacher practices). By doing so, we examine potential mediators through which PD and the post-training interventions may have impacted student learning. In all cases, for dependent variables measured at the student level, we adjust standard errors for clustering at the school level using a cluster-corrected estimator. For dependent variables measured at the teacher level, we adjust standard errors using a heteroscedasticity-robust estimator.

We also test for heterogeneous impacts by interacting various student and teacher baseline characteristics with the treatment indicators in equation (1). For continuous variables such as student SES, student baseline math scores, and the number of hours of PD a teacher had already accumulated prior to the study – we are particularly interested in how the effects of PD vary across the distribution of this characteristic. In these cases, we create dummy variables that capture the tercile of each distribution in which a student falls. That is, we create two new dummy variables from the continuous baseline variable. The first binary variable takes a value of 1 if the value of the continuous variable is in the top tercile, and a value of 0 otherwise. The second dummy variable takes a value of 1 if the value of the continuous variable is in the middle tercile, and a value of 0 otherwise. These dummies are then included in the estimation procedure described above.

II. Results

Overall, none of the modalities of teacher PD has a significant impact on student achievement (Table 1). Since the results are substantively the same whether we examine program impacts on midline or endline achievement, and with or without adjusting for covariates, we focus our discussion here on the endline results that adjust for covariates. Specifically, the impact of PD versus the control group is -0.006 SDs and is insignificant at the 10 percent level (Panel A, Row 1, Column 8). The estimated effect of PD plus Follow-up versus the control group is also nearly zero (0.005 SDs) and insignificant at the 10 percent level (Panel A, Row 2, Column 8). Providing teachers with PD plus Evaluation—conditional on also receiving post-training follow-up—further fails to improve student achievement relative to the control group (0.011 SDs and insignificant at the 10 percent level—Panel C, Row 8, Column 12). In fact, the upper limits of the 95% confidence intervals for each of the above comparisons range from 0.061 to 0.074 SDs.
respectively, meaning that we can convincingly rule out sizeable positive impacts.

We also find no effect of individual program components. The difference in average student achievement between PD with Follow-up versus PD only is 0.012 SDs (p-value = 0.749—Panel A, Rows 3-4, Column 8), indicating that Follow-up has no additional effect beyond PD. Similarly, PD plus Evaluation has a small, insignificant effect of 0.031 SDs relative to PD only (Panel B, Row 6, Column 10), indicating that Evaluation has no additional effect beyond PD. The small point estimates in each of these cases lie within tight 95% confidence intervals, once again ruling out sizeable positive impacts.

We also find that PD and post-training components have no impacts on a wide range of secondary student outcomes (Table 2). Neither PD only nor PD plus Follow-up has a significant impact on student dropout, math anxiety, intrinsic or instrumental motivation for math, or the amount of time spent on math (Table 2, Panel A, Rows 1-2, Columns 1-9). PD plus Evaluation also has no significant impact on any of these secondary student outcomes relative to the control group (Table 2, Panel C, Row 8, Columns 1-9). Isolating the effects of individual program components, we find no positive effect of Follow-up beyond PD (Table 2, Panel A, Rows 3-4, Columns 1-9) or of Evaluation beyond PD (Table 2, Panel B, Row 5, Columns 1-9). If anything, the addition of Evaluation to PD may slightly worsen self-concept and intrinsic motivation while increasing anxiety. However, once we adjust for multiple hypothesis testing, the significance of these results falls away, with all adjusted p-values greater than 0.1.

The lack of positive effects on student outcomes is mirrored by the lack of impacts on (student-reported) teaching behaviors in the classroom (Table 3). According to our covariate-adjusted effect estimates, PD alone has an insignificant effect on all measured aspects of teacher behavior – practice, care, management, and communication (Panel A, Rows 1-2, Columns 1-4).20 Similarly, none of the individual PD components have significant effects on any measures of teacher behavior.

Having found no positive effects of PD and post-training components on teacher behaviors, we next examine whether they have any impact on teacher knowledge, attitudes, and beliefs.

20 These estimates are again substantively the same as the estimates at midline (not shown for the sake of brevity but available upon request). The covariate-adjusted estimates are also similar to the covariate-unadjusted estimates (both at midline and endline) with the exception that, when compared with the control group, the coefficients on PD plus Follow-up suggest a slight deterioration in teacher practice and care (each significant at the 10 percent level) and the coefficients on PD plus Evaluation suggest a slight deterioration in teacher care (significant at the 10 percent level). These results lose significance once we adjust for multiple hypothesis testing (as specified in the pre-analysis plan), however.
These may be important channels through which PD ultimately affects student achievement in the short or longer-term. For example, teacher beliefs about the nature of math teaching and learning are thought to be both susceptible to change and important for student success in math (Clark & Peterson, 1986; Fang, 1996; Kagan, 1992; Stipek et al., 2001; Thompson, 1992).

Altogether, we find few effects of PD and post-training components on these outcomes. On the one hand, individual results from Table 4 suggest that PD with Evaluation increases teacher math knowledge (Rows 2 and 8, Column 1), that PD and PD plus Evaluation decrease teachers’ beliefs that student learning should be more heavily directed by the teacher (Rows 1 and 8, Column 4), and that the Evaluation component of PD (over PD alone) increases teachers’ intrinsic motivation (Row 6, Column 2). On the other hand, PD alone decreases teachers’ beliefs that math should be taught more actively (Row 1, Column 5), and PD plus Follow-up increases erroneous beliefs that math is a fixed (and not learned) ability (Row 2, Column 6). Furthermore, none of the results remain statistically significant at the 10 percent level after adjusting p-values for multiple hypothesis testing (as specified in the pre-analysis plan).

Given that PD and post-training components have no impacts on the outcomes of students whose teachers receive them, or on these teachers’ behaviors, knowledge, attitudes or beliefs, we would not expect them to produce effects on students whose teachers did not receive PD. Indeed, we essentially find no effect of any type of PD treatment on the achievement levels of students in spillover classes (Table 5), or on the vast majority of secondary student and teacher outcomes for this sample (results not shown for the sake of brevity). While there is a slight positive impact of 0.070 SDs of PD plus Evaluation relative to PD alone, the effect is only significant at the 10 percent level and only in the analysis that does not adjust for baseline covariates.

We finally examine whether teacher PD had differential effects on students’ achievement depending on their background and that of their teachers (Table 6). We find that effects do not vary significantly by a student’s household wealth (Column 1), baseline achievement level (Column 2), or the amount of training their teacher previously received (Column 3). We do, however, find some variation in effects by teacher qualifications (Table 7). Namely, PD significantly decreases scores among students whose teachers had a college degree relative to those whose did not (-0.203 SDs). When PD is combined with Follow-up, the latter effect is even

\[21 \text{ We also find no significant heterogeneous effects by student gender (results omitted for the sake of brevity but available upon request).}\]
stronger (-0.312 SDs). The PD plus Follow-up also has a significant negative impact on the scores of students whose teachers majored in math relative to those whose did not (-0.143 SDs). Providing teachers with PD plus Evaluation—conditional on also receiving post-training Follow-up—also leads to a significant decrease in achievement for students whose teachers have college degrees relative to those whose do not (-0.254 SDs).

Results are similar even after we adjust standard error estimates for multiple hypothesis testing.22 In particular, we find that relative to the control group: (a) PD plus follow-up and PD (only) have negative effects on the achievement of students whose teachers went to four year college (-0.215 and -0.147 SDs respectively, both significant at the 5% level); (b) PD plus follow-up has small, positive effects on the achievement of students whose teachers did not go to four year college (.097 SDs, significant at the 5% level); (c) PD plus evaluation has negative effects on the achievement of students whose teachers went to four year college (-.167 SDs, significant at the 5% level) and smaller, positive effects on the achievement of students whose teachers did not go to four year college (0.087 SDs, significant at the 5% level).

Taken together, these exploratory findings suggest that teacher PD has moderately sized, negative effects among more qualified teachers and, at best, only slight positive effects among less qualified teachers. This is likely because it causes all teachers to substitute time away from teaching. However, if more qualified teachers were originally helping students learn, while less qualified teachers were perhaps not contributing to learning, then only a loss in the teaching time of qualified teachers would have negative consequences for student learning.

Why does PD not work?

The above results show that student achievement, psychological traits related to achievement, effort, and dropout are not affected by teacher PD. More proximally, teacher knowledge, attitudes (including fundamental attitudes about the nature of math and math teaching), and behaviors (including teaching practices) are not affected by PD either. How do we explain the lack of significant impacts on such a wide range of student and teacher outcomes? To explore this question further, we examine several hypothesized mechanisms which, in the causal chain,

---

22 Although we stated in our pre-analysis plan that we would not adjust the standard errors in the heterogeneous effects analysis for multiple hypothesis testing (since we treat the analyses as exploratory), we nonetheless adjusted the standard error estimates for the fact that we tested for the impacts of different combinations of PD and post-training intervention components relative to the control group for six different subgroups (female teachers, male teachers, teachers with and without a college degree, and teachers with and without a math major). Results are not shown in a separate table for the sake of brevity but are available upon request.
precede changes in teacher knowledge, attitudes and behavior (as well as, of course, student outcomes). These hypothesized mechanisms include (a) the degree to which trainees participated in the PD sessions and post-training interventions; (b) the accessibility and relevance of PD content; (c) whether PD was delivered in an impactful way; and (d) whether teachers had adequate resources and were free from constraints to implement what they learned from the PD sessions. We use several additional sources of data to examine whether these mechanisms are indeed responsible for the lack of significant impacts: (i) observations of participant behavior in the in-person PD sessions, online PD sessions, and evaluations; (ii) syllabi and course content of the in-person and online PD sessions; and (iii) in-depth interviews with 40 teachers that participated in the various PD treatment conditions.\footnote{Specifically, we randomly selected and interviewed 10 teachers who participated in the PD program and who received no post-training interventions, 10 teachers who participated in the PD program and received Follow-up but no Evaluation, 10 teachers who participated in the PD program and received an Evaluation but no Follow-up, and 10 teachers who participated in the PD program and received both Follow-up and an Evaluation. Teachers were interviewed after the endline survey.}

Trainee participation was high. According to our records, daily attendance for the on-site PD sessions was 93 percent.\footnote{Approximately 92 percent of trainees attended more than 13 out of 15 days of on-site PD.} In addition, daily observations from our enumerators revealed that, throughout the on-site PD sessions, trainees exhibited relatively high levels of attention and interest, as well as positive attitudes to learn.\footnote{Enumerators used a detailed protocol to score teacher attention, interest, and attitudes. On average, teachers received 4.3 out of 5 points in each of these three areas.} Teachers further watched an average of 17 hours of video lectures, commented in chat rooms an average of 24 times, and received an average grade of 95.8 out of 100 points on the three brief assignments associated with the online PD. Finally, the 9 out of 10 teachers that were assigned to the Evaluation treatment condition delivered their prepared lesson plan, passed the assessment criteria, and received evaluative feedback.

Although trainee participation was high, the content of the program interventions was not particularly accessible or relevant. An analysis of the course syllabi and materials revealed that approximately 47 percent of the materials were “extremely theoretical” with little application to the real world. Moreover, in interviews, teachers stated that the majority of the content of the on-site and online PD was difficult and unrealistic. Approximately 88 percent of the teachers stated that they wished the content were more practical, as opposed to theoretical. As one teacher stated “we were taught 24 different teaching strategies, none of which we felt we could apply
practice.” Teachers further noted that new techniques, such as having students work together in small groups or using assessment data to improve pedagogy, were only introduced as abstract concepts. Teachers felt ill-equipped to apply these abstract concepts within their classrooms or to share them with their fellow teachers.

Further exacerbating the ability of trainees to absorb and learn from the PD sessions was the markedly passive and rote delivery of PD content. According to our enumerator’s daily logs, trainers used the vast majority of the on-site PD sessions to lecture. Only in a minority of cases did trainers leave a few minutes at the end of the session for questions and answers. A large number of the interviewed teachers noted that the training was not impactful precisely because there was little time for dialogue and interaction with the trainers. The online PD sessions, largely consisting of video lectures, were similarly passive in nature. Trainees reported that they were busy with their daily duties as teachers and only gave cursory attention to the online content, which they often let run in the background.

Finally, some teachers reported being constrained in trying to apply the practical applications they did learn from PD in their classrooms. Several the teachers that we interviewed stated that new technologies were introduced during the PD sessions (such as the use of a multimedia graphing tool) but that they had no access to those technologies in their schools. Some teachers also complained that the heavy and fast-paced curricula of junior high schools left little room for new types of teaching practices or classroom management styles. Some teachers also noted that the large degree of heterogeneity in student ability in their classrooms also prohibited them from applying new teaching techniques.

In summary, the accumulated evidence suggests that the biggest reason for the failure of the teacher PD program lies in its content and delivery. Not only did teachers describe the content as overly theoretical and the delivery as rote, but they also clearly did not learn new math knowledge or change their beliefs about the nature of math teaching (either by the time of the midline or the endline survey). This was despite the fact that an explicit major goal of the teacher PD program was to increase teacher math knowledge and their understanding about how to teach math effectively. Given that PD and its associated post-training components failed to affect teacher math knowledge and beliefs about math teaching, it is little wonder then that they had few effects on the more distal parts of the causal chain, such as teaching practices and student outcomes.
Governments spend billions of dollars and billions of hours of teacher time on teacher PD programs each year, yet the effectiveness of these programs is not well understood. The results of this study indicate that neither teacher PD alone nor PD combined with follow-up and/or evaluation have any significant impacts on student achievement, dropout, or subject-specific psychological factors. PD also has no impact on teacher knowledge, attitudes, or teaching practices that might lead to impacts on students in the longer term. Based on data from teacher interviews, we attribute this lack of impact to the fact that PD content was overly theoretical and its delivery was rote and passive, making it difficult for teachers to remember, relate to, and implement. Our findings do suggest some heterogeneous effects, however, with PD and its post-training components having small, positive effects on the achievement of students taught by less qualified teachers, and larger, negative effects on the achievement of students of more qualified teachers.

Our study makes four major contributions to the literature. First, to the best of our knowledge, this is the first large-scale randomized evaluation of teacher PD in K-12 schooling in a developing country. Second, this is one of the first evaluations of post-training interventions that hypothetically strengthen teacher PD. Third, unlike most studies, we conduct a thorough analysis of the causal chain, pinpointing reasons for the lack of impacts. Fourth and finally, this is the first large-scale experimental evaluation of a government-sponsored teacher PD policy in a developing country. Most experimental evaluations of teacher PD programs in developing countries are efficacy studies that are implemented with a high degree of fidelity (Gartlehner et al., 2006), usually through researcher-run pilots. In contrast, our study evaluates the impacts of a teacher PD program that was sponsored under a more realistic, policy-relevant context.

Our study has important implications for education policymakers. Teacher PD has no effects even in China, which among developing countries has a relatively well-organized education system with ample resources to fund and manage PD programs. Policymakers in China are highly selective in choosing PD providers, to whom they give clear guidelines on designing PD content. The duration of the on-site PD program is substantial as are the online resources it provides. Teachers attend the PD sessions and make use of the extensive online resources. Even in this amenable context, however, PD has no impact. Policymakers in countries with fewer
resources may thus wish to proceed cautiously in promoting PD programs.

Our study also highlights the importance of rigorous policy impact evaluation. Policymakers in China and elsewhere have relied on teachers’ high (self-reported) satisfaction ratings to conclude that PD programs are effective. Indeed, in our study teachers report an average satisfaction level of 4.5 out of 5. However, a closer probing of our interview data shows that this satisfaction is driven by the material conditions of the training site and the way teachers are treated by the PD provider, and not by any perceived improvements in their teaching and ultimately student learning due to the PD. Reliance on such misleading data for evaluating PD can lead to misinformed policy decisions.

Our study’s examination of the effectiveness of post-training interventions, such as follow-up and evaluation, potentially offer additional insights for policymakers. Lower cost solutions—such as online PD sessions and follow-up, follow-up reminders via text message or phone call, and one-off evaluations may do little to increase the effectiveness of PD. Instead, educational researchers would argue that more human resource intensive follow-up (mentoring visits) and evaluation (formative assessment) would be more effective (Popova, Evans & Arancibia, 2016; Hobson et al., 2009; Guskey, 2002). Our study, of course, does not speak to the effectiveness of these types of human resource intensive interventions. Furthermore, such interventions are more difficult for policymakers in developing countries to implement given their higher costs and greater demands on technical expertise and implementation capacity.

While our findings are not necessarily generalizable to other countries and contexts, this study again serves as a cautionary tale for policymakers interested in improving the quality of their teacher labor force. Given the massive emphasis and government expenditures on teacher PD, policymakers in other developing countries—with often fewer resources and organizational capacity than China—may wish to reconsider their current PD programs. This reconsideration could take three possible forms. First, governments may wish to invest efforts in rigorously evaluating the effectiveness of the content and delivery methods of their current programs. Second, given the billions of dollars spent each year on PD in China alone, policymakers may wish to consider investing in other types of PD programs that find more support in education theory and practice.\(^{26}\) Likewise, they may wish to revisit decisions to introduce low-cost but

\(^{26}\) For example, PD that includes detailed instructions on implementation and an even larger number of contact and support hours (Fryer, 2016; Yoon et al., 2007)
potentially ineffective PD components, such as those that exploit technology as a substitute for human trainers. Finally, if the costs involved in building capacity to implement other types of PD programs are prohibitive (or if indeed these PD programs are also minimally effective), policymakers may consider diverting resources into other possible ways of improving the quality of the teaching force.
REFERENCES


quality for all. United Nations Educational, Scientific and Cultural Organization.

29